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context involved.O The results in this paper thus provide We further obtain insightful relations between the MPI of
further evidence of the applicability of the bias optimality a delay-sensitive class and tbg ruleOs indegi. Thus,
criterion. as the buffer sizen, grows, the MPI ; (ix) converges to
The opposite state ordering induced by the MPI on lossecpi/ . Also, in the pure delay-sensitive case, the limiting
sensitive and delay-sensitive classes furnishes new structuralyopic indexobtained from | (i) as grows larger is
insights. The fact that the MPI of a loss-sensitive class inindeedckuk. Finally, in a multiclass queue, the MPI policy
creases as the buffer gets closer to being full means that, fgets closer to theu rule as buffer sizes get larger in bxed
such classeseactive workis more productive thapreven-  proportion to arrival rates.
tive work In contrast, the opposite holds for delay-sensitive We investigate experimentally the relative performance of
classes. The intuition behind the latter result is that, due tthe MPI policies, both compared to the optimal performance,
the Pnite buffer space, delay costs are bounded, and henard to conventional benchmark policies: tperule and the
the marginal value of work to reduce them decreases as tHeES rule. The computational study, focused on two-class
buffer Plis up. It is further of interest to understand howinstances, aims at shedding light on how the MPI policyOs
such an induced state ordering depends on the discount ratgative performance depends on each parameter. Parameter
. Consider a class having both positive delay and rejectionanges are thus identibped where the MPI policy is near opti-
costs. Then, for large enough, corresponding to a short-termmal, and substantially outperforms the benchmark policies.
viewpoint, the class is -discount loss-sensitive, and hence The study further identibes a case where the MPI policy ap-
reactive work is more productive than preventive work. Yet,pears to perform poorly: in the pure loss-sensitive case under
for small enough, corresponding to a long-term viewpointthe average criterion, where it is based on the static index
the class is -discount delay-sensitive, and hence preventive 1 as discussed above.
work becomes more productive. Such results support and The rest of the paper is organized as follows. Section 2
rebne the intuition that minimizing delay costs and minimiz-reviews the authorOs work-cost analysis approach to restless
ing loss costs are conBicting goals, requiring fundamentallypandit indices, in a simplibed form tailored to the model at
different policies. hand. It further introduces the new concepts of bias MPI and
Such insights complement those put forth in Kim and Vanbias PCL-indexability. Sections 3 and 4 deploy such a work-
Oyen [7, pp. 20D22]. In their discussion of why therule  cost analysis in a loss-sensitive class and a delay-sensitive
need not be optimal in the Pnite-buffer pure delay-sensitivelass, respectively. Finally, Section 5 reports the results of
case, they state that the boundary effects cause that Ofor statescomputational study. Two appendices contain the details
where one queue is signipcantly larger than the other, thei the PCL-indexability analyses corresponding to Sections 3
is an incentive to work in the shorter queue. As the stateand 4.
get farther away from these boundaries, the optimal policy
becomes theu rule.O We see that the MPI policy is only
partly consistent with such a claim. Thus, while the MPI
expressionin (6) does capture the incentive to work in shorte2 Work-cost analysis for restless bandits
gueues, in the casg < 1 its dynamic part vanishes at the
boundaryng as this gets larger. Hence, it is closer to theWe brieRy review in this section the key concepts and results
boundary that the MPI policy approaches a static rule b whichf the work-cost analysis approach to restless bandit indices
is not in general thep rule. developed in Nie-Mora [10, 12, 14], in a simplibed form
The dependence on the MPI on the nominal load adapted to the model of concern. We further extend such
K/  yields furtherinsights. Thus, the MP(ix) of adelay-  a theory, motivated by phenomena observed in the modelOs
sensitive class decreases withas this gets larger, vanishing analyses.
as the load grows to inPnity. Thus, e.g., in a multiclass delay- Consider a single restless bandit project, modelled as a
sensitive system where only one class haseavy-trafbc  continuous-time MDP whose sta¥(t) evolves across the
regime with 1 large enough, ceteris paribus, the biasbnite state spac® {mg,..., m,}. The state ordering
MPI policy prescribes to givéowest priorityto that class, my,..., m, will play a signibcant role in the sequel. The
contrary to conventional wisdom drawn from inbnite-buffer state space is partitioned into the 882  {my, ..., my}
systems B which would award that class highest priority. Iof controllable statesvhere both the activea(t) = 1: work)
contrast, the tie-breaking index (i) for a loss-sensitive and the passive(t) = O: rest) actions are available; and the
class decreases with as this gets larger, vanishing ag  uncontrollable statesingletonN{®  {mg}, where only the
grows to inPnity. Thus, e.g., inamulticlass loss-sensitive sygpassive action is available. Running costs are incurred con-
tem where only one class is in heavy-trafbc, ceteris paribusinuously over time, at the rate b¥(j) per unittime while the
the second-order MPI policy assighigihest priorityto that  project occupies stateand actiora prevails. Actions are pre-
class. scribed by a policy , drawn from the class of admissible
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cS(i) lim E %S ha®(X(t)) dt
0

i NOZandS F by and then debning treecond-order MPby
T T . . S (i) . {0,1
wsi) lim Y amdt SE®° a@adt @ fimy 1O NTE (7
0 0
= Iimow' S(i), Notice that the latter is monotone nonincreasing along the

state ordering, i.e.

(my) (mg) - (Mn).
. T

SE*MS . h*OXx®)dt = lim ¢ (), In fact, one can always debne such a tie-breaker second-
order MPI, though it appears to be more valuable when the
prst-order MPI is constant.

and

()

. 2.3 Bias MPI
c%(i)
wS(i)

= lim S(),
0 It is well known in MDP theory that the average-optimality
criterion can be underselective, in that there may be multiple

respectively. We further debnéndex : N{®% R  average-optimal policies. Since this can lead to nonexistence
by ofthe average MPI, we introduce in this paper the concepts of

biasF -indexabilityandbias MP, based on BlackwellOs [1]
(M) SMed(m) = SMI(my) = lim - (my), more sensitivdias-optimalitycriterion, which is surveyed in
0 Lewis and Puterman [8]. We introduced inrgiMora [14]
1 k n. (16) the concepts ohverage-bias- -indexability and average-
bias MPI|, based on mixing an average cost measure with a

We have indicated above the relations between undiscount&s Work measure.

and discounted terms as the discount rate vanishes.

Assume now that the project is-discountF -indexable
We can thus readily extend Depnition 2.2 to depne th&r  close enough to 0.

concept ofaverage PCIF )-indexableprojects, and give the
average-criterion counterparts of Theorems 2.3 and 2.4.  pDebnition 2.§BiasF -indexability). We say that the project

DePnition 2.6 Average PCLE )-indexability). We say that

is biasF -indexablef there exists aindex : N0 R,
termed theébias MP, which is nondecreasing along the state

the project isaverage PCIF )-indexablef it satisbes: ordering, i.e.

. . . S . . {0'1}

0] I;osﬁve marginal workloads=(i) > 0O, fori N4, (my) - (Mn), (18)
(i) Monotone nondecreasing index(my) - - - (mp).

Theorem 2.7. Average PCIF )-indexability implies aver-

such that, for G k < n, the S(my)-active policy isbias-
optimalfor (14) iff [ (my), (Mks1)].

ageF -indexability, with MP1  (.).

We will use the following debnition of bias optimal-
In some models, the average MPI is constant acrossy, drawing on its relation with 0-discount optimality (cf.

states, i.e., (i) fori NI, This raises the issue Puterman [15, Theorem 10.1.6(b)]): We say thatSreective
of how to break ties when using an MPI-based schedulpolicy is bias-optimalfor -wage problem (14) if, for any
ing policy in a multi-project setting. We propose to re- stationary average-optimal policyand initial state,

solve it by considering the second-order MacLaurin se-

ries' expansion of the discounted MPI as the discount rate infy - i:)Sv Si: ) o (19)
vanishes, 0
(@)= S (i) +o() as 0, wherev- (i; ) f- (i)+ g ().
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